Algorithm: A step-by-step recipe a computer follows to solve a problem like a cooking
recipe, but for math and data.

Artificial Intelligence (Al): Any computer system that can do tasks we usually think need
human smarts, such as recognizing faces or answering questions.

Attention: A trick inside many modern Al models that helps them focus on the most
important words or pixels similar to how you highlight key lines when studying.

Bandwidth: How much data can move through a cable per second. A wider “digital pipe”
means faster downloads or video calls.

Bias (in Al): When a system’s decisions are unfair because the data it learned from was
unbalanced, like judging a talent show after only watching one performer.

Cloud: Rows of powerful computers in large buildings (data centers) that you can use over
the internet instead of running everything on your laptop.

Computer Vision: Teaching computers to “see” and understand images and video. It
powers things like self-driving cars spotting stop signs.

CPU (Central Processing Unit): The general-purpose “brain” of a computer. Good at many
tasks but slower than GPUs for Al math.

Data Center: A warehouse-sized “computer farm” that houses thousands of servers, storage
drives, and cooling systems — essentially the backbone of the cloud.

Dataset: A big collection of examples (text, pictures, sounds, etc.) used to teach a
model,think of it as a giant practice workbook.

Edge Computing: Running parts of an Al model on devices close to where the data is
created such as phones, traffic cameras, or robots so results come faster and use less
internet.

Embeddings: Special number lists that capture a word’s or picture’s meaning so computers
can compare them—Ilike giving each idea its own GPS coordinates.

Fiber (Optic Cable): Glass threads that send light pulses to move data extremely fast over
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long distances—the internet’s “super-highway.”

Fine-Tuning: Giving a pre-trained model extra lessons on a smaller, specialized dataset to
make it great at a specific job similar to extra coaching before a big game.

GPU (Graphics Processing Unit): A chip with thousands of mini-cores that crunch Al math
in parallel like many hands making clay pots at once.



Ground Truth: The correct answers (often labeled by humans) that a model tries to match
during training i.e., its answer key.

Hallucination: When a language model confidently makes up facts.Imagine a student
writing a report without double-checking sources.

Inference: The moment a trained model is used to answer a question or label a photo i.e.,
its “test time.”

Large Language Model (LLM): A gigantic text-predicting neural network (often billions of
parameters) trained on books and websites to generate and understand language.

Latency: The delay between asking the model a question and getting an answer. Shorter
latency feels snappier, like a friend who responds quickly.

Machine Learning (ML): A subset of Al where computers learn patterns from data instead
of being hand-programmed with strict rules.

Model (Al Model): The trained program that makes predictions or generates content; it's the
result of running machine-learning algorithms on datasets.

Natural Language Processing (NLP): The branch of Al that helps computers read, write,
and speak human languages.

Neural Network: A web of interconnected “neurons” (tiny math functions) inspired by the
brain, stacked in layers to spot complex patterns.

Open Source: Software whose code is freely available for anyone to inspect, use, or
improve, like sharing a class project with the world.

Parameter: One of the many adjustable numbers inside a model that it tunes during training;
more parameters often mean a model can learn richer patterns.

Pre-Training: The model’s big cram session: before it gets any special coaching
(fine-tuning), it reads massive amounts of public text, pictures, or sounds to learn general
patterns about language and the world like skimming an entire library before choosing a
favorite subject to study in depth.

Prompt (in Gen-Al): The text or instructions you feed into an LLM to get a response. Good
prompts are like clear questions to a search engine.

Reinforcement Learning (RL): A training style where the model learns by trial and error,
getting rewards for good moves, much like training a dog with treats.

Retrieval-Augmented Generation (RAG): A technique that first fetches facts from a
knowledge base and then lets the model generate an answer using those facts, cutting down
on hallucinations.



Supervised Learning: Training with examples that include the correct answers, like
homework questions plus solutions.

Token: A chunk of text, often a word or piece of a word, that an LLM handles as a single
unit.

Transformer: The architecture powering most modern LLMs. It uses attention to process
entire sentences at once, enabling faster, smarter learning.

Training: Feeding a model lots of data and tweaking its parameters so its answers keep
getting closer to the ground truth.

TPU (Tensor Processing Unit): Google-built chips specialized for deep-learning math.
Another kind of Al super-engine.

Unsupervised Learning: Letting a model find patterns in unlabeled data like grouping
similar shells found on a beach without knowing their names.

Zero-Shot /| Few-Shot: A model’s ability to solve a task with no (zero-shot) or just a handful
(few-shot) of examples, showing it has generalized knowledge.



